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Abstract. We present TriO, a multi-modal unsupervised world model
that predicts 4D occupancy, obstacle segmentation, flow and LiDAR.
In contrast to prior work, TriO utilizes three distinct sensor modali-
ties (camera, LiDAR, and RADAR) as both inputs and sources of self-
supervision, eliminating the need for additional human annotations. Thanks
to its novel supervision, the model is able to segment any occupancy
from the drivable surface, overcoming the limitations of existing open-
set methods in handling long-tail objects. TriO achieves state-of-the-art
results in multiple 3D and 4D tasks, including occupancy, flow, and Li-
DAR prediction, as well as zero-shot road obstacle segmentation across
multiple datasets such as Argoverse 2, and Spotting the Unexpected.

Fig. 1: We present TriO, an unsupervised tri-modal occupancy world model designed
to perceive and forecast anything that could be considered path-blocking.

* denotes equal contribution
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1 Introduction

In order for a self-driving vehicle (SDV) to safely navigate through complex en-
vironments, it must first perceive anything, i.e. segment above ground obstacles
from drivable areas at the current time, then forecast the evolution of the scene
to plan its future motion. This problem has been predominantly tackled with
object-based approaches [10, 11, 13, 16, 34, 35, 53, 81, 92, 93], which first detect
objects and then forecast their future trajectories. In contrast, object-free occu-
pancy approaches [2,12,17,31,62,74,80] overcome the downsides of thresholding
detections and the limited representation capability of a finite set of trajectories.

However, most 3D/4D occupancy approaches [25, 26, 61, 103, 107] rely on
dense voxel grid labels [84, 91] which are computationally expensive at high
resolutions, and are constructed with human annotations (e.g., semantic LiDAR
point annotations or bounding box labels). Due to the cost of the latter, and
their difficulty to generate at scale, the volume of the labeled data is commonly
orders of magnitude smaller than the amount of unlabeled data [1]. Moreover,
the mentioned approaches are usually supervised with a finite set of semantic
classes, which do not encapsulate safety-critical rare events.

Conversely, recent occupancy approaches [1, 18, 43] leverage LiDAR self-
supervision, pre-training on vast amounts of sensor data and fine-tuning with
a small amount of labeled data for downstream applications. However, LiDAR
is susceptible to blooming [86], multipath returns [78], and limited range. Addi-
tional sensor modalities can be of benefit for self-supervised training, and multi-
sensor fusion can increase robustness to sensor failures and adverse conditions.

Other methods have leveraged RGB cameras, either as inputs [71], distilling
foundation model features [60], or predicting semantic pseudo-labels [7,8,22,33,
48,54] from camera-based models. Furthermore, many prior works [38,39,76,97,
99] generate semantic labels with open-vocabulary segmentation models queried
with text-prompts. However, common failure modes have been shown in open-
set detectors [3] and segmentors [89], challenging their overall robustness to rare
classes. Finally, the segmentation models require image-text pair annotations.

One generally overlooked modality is RADAR, which can enhance training
by introducing radial velocity measurements, improve robustness under adverse
weather conditions [49], and increase the observation range. While some works
investigate RADAR-based 3D occupancy models using human annotations [20,
73], and others focus on RADAR-only input with self-supervision [46] or cross-
modal LiDAR supervision [57], none integrate all aforementioned modalities in
a unsupervised tri-modal 4D world model.

Motivated by these downsides, our goal is to develop a model that can lever-
age all three common sensor modalities (LiDAR, camera, and RADAR) as both
input and supervision for occupancy in a self-supervised manner. Towards this
goal, we propose TriO: a multi-modal world model that can predict and fore-
cast 4D continuous occupancy, obstacle segmentation, and flow at any continuous
(x, y, z, t) coordinate from tri-modal observations. To achieve this, we leverage
each sensor as both an input and as a unique form of supervision, ultimately
combining the strengths of each modality to produce the best possible represen-
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tation of the world. We further introduce a novel multi-sensor fusion architecture
leading to better forecasting capabilities. Notably, being pre-trained on a vast
amount of raw sensor data, TriO can be effectively leveraged for multiple down-
stream applications.

Historically, to determine which entities in the scene are relevant to the self-
driving task, prior work uses semantic supervision from open-vocabulary models
prompted with a closed set of multiple classes [38, 39, 76, 97, 99]. These however
do not generalize to long tail events with rare obstacles, and hence do not cover
all safety-critical scenarios. We argue the most general and robust requirement
for occupancy is to semantically distinguish between what is occupied but not
path-blocking (e.g., a flat surface that is traversable by the SDV) vs. occupied and
path-blocking (e.g., a rare object on the road). Towards this end, we define the
task of anything-perception as the ability to segment any object that exists
above the road from the ground surface.

Despite demonstrating impressive open-set detection capabilities, the seg-
mentation models of prior work used for 2D → 3D label distillation struggle to
segment rare objects [89] (the long tail), even when prompted with the ground
truth class, highlighting a lack of semantic understanding and generalization
in current VLMs. To circumvent this, we propose a simple yet effective unsu-
pervised1 geometric image/LiDAR segmentation method that leverages repre-
sentations from image depth model Metric3Dv2 [32], and the LiDAR segmen-
tation heuristic from Patchwork++ [47]. Our method detects any obstruction,
leading to significant improvements in generalizable unknown object segmen-
tation. Notably, in contrast to other vision-language based approaches which
require at least textual image descriptions [4, 39, 76, 85, 97] or (semantic) mask
labels [38,45,97,99], our obstacle segmentation model relies solely on geometric
properties rather than semantic annotations.

Contributions: 1) TriO uniquely uses all three common sensor modalities
(camera, LiDAR, RADAR), both as input and for self-supervision. 2) We intro-
duce a novel image/LiDAR-based obstacle segmentation technique that gener-
ates pseudo-labels for distillation into TriO, without requiring additional human
labels in our training pipeline, while maintaining robustness and generalizability.
3) We propose a novel architecture fusing all modalities leading to better long-
term forecasting. 4) TriO achieves state-of-the-art performance on a variety of
tasks including point cloud forecasting, obstacle segmentation, and both 4D/3D
occupancy and flow forecasting, validated on three real-world autonomous driv-
ing datasets (Argoverse2, Spotting the Unexpected, Long Range RADAR). Over-
all, the novelty of our contribution is the unique integration of all three sensor
modalities as inputs, and as source of self-supervision for our output represen-
tations.

1 We note that Metric3Dv2 [32] was partially trained on datasets with semi-supervised
human annotations. In this context, we define unsupervised to mean not requiring
direct human annotations. For more discussion refer to the supplementary.
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2 Related Work

Semantic Occupancy. The task of scene completion [40,66,98,106] involves re-
constructing a complete scene from sparse sensor measurements. Semantic scene
completion [5,14,79,95] further extends this by aiming to infer semantic classes
for each completed region, a task closely related to semantic occupancy predic-
tion. Contemporary methods in this domain [25,26,61,103,107] typically focus on
predicting 3D or 4D occupancy voxel grids with their associated semantic labels.
These approaches generally require dense voxel-level supervision [84, 91], which
is often derived from costly human-annotated labels, such as 3D bounding boxes
or semantic point clouds. More recently, several approaches [7, 9, 54, 100] have
proposed distilling 2D pseudo-semantic labels from VLMs. However, these VLMs
themselves rely on large-scale human annotations in the form of image-text pairs,
and supervising with a closed set of classes inherently restricts generalization in
open-world scenarios.
Anything Perception. Open-vocabulary segmentation methods perform clas-
sification via text prompts at inference time, overcoming the limitations of fixed,
closed-set label spaces. In the 2D domain, two primary paradigms have emerged:
one leverages open-set detectors like GroundingDINO [58] or OWLv2 [64] to
prompt mask predictors such as SAM [45], while another [38, 97, 99] predicts
mask proposals and classifies them by computing the similarity between mask
embeddings and CLIP-style [75] text embeddings. These paradigms have been
extended to the 3D domain through methods like SAL [69], which distills CLIP
features for LiDAR segmentation. Similarly, recent open-vocabulary occupancy
methods [37,48,90,102] distill these features into voxel representations to enable
open-world prompting. Despite their flexibility, these methods face two critical
challenges: (1) they remain fundamentally dependent on models pre-trained on
vast image-text and per-pixel mask annotations, and (2) they exhibit significant
performance degradation for rare classes [3, 89]. In contrast, TriOs supervision
relies on geometric cues from different sensors, enabling a more reliable segmen-
tation of any object relative to the drivable surface. While ground segmentation
has been extensively studied for LiDAR point clouds [23, 47, 70, 82], its appli-
cation to occupancy remains limited. For example, [77] utilizes surface normals
from stereo cameras and LiDAR to estimate ground regions in current time
BEV (2D) occupancy maps, yet is constrained by the range of current measure-
ments and segmentation networks that require pixel-level human annotations. In
comparison, we distill fused obstacle segmentation estimates from LiDAR and
monocular camera data and TriO has a unique ability of forecasting these seg-
mentations in 4D.
Unsupervised Occupancy. Early non-learning-based methods [15,68,83] em-
ployed classical filtering techniques to estimate occupancy and flow without hu-
man annotations. With the advent of deep learning, 4D-Occ [43] proposed a
LiDAR-only self-supervised approach to forecast 4D occupancy. However, its
explicit 4D voxel grid representation suffers from significant memory and run-
time inefficiencies, often forcing a trade-off between spatial resolution and re-
construction quality. To address these limitations, recent implicit occupancy
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methods [1, 18, 54, 60, 71] represent scenes in continuous space-time, leveraging
self-supervision from LiDAR or camera inputs. Departing from implicit represen-
tations, SceneDino [36] predicts 3D geometry and feature fields from monocular
input, achieving semantic scene completion through clustering and unsupervised
distillation. Other recent works, such as [57], adopt cross-modal strategies us-
ing RADAR as input with LiDAR-based supervision. In contrast to all prior
work, TriO utilizes camera, LiDAR, and RADAR data for both input and self-
supervision, exploiting the inherent physical synergies between sensors to per-
form 4D forecasting of occupancy, segmentation, and flow. We show an extensive
tabular comparison and further related works in the supplementary.

3 Unsupervised Multi-Modal Occupancy-Flow Method

To learn a robust representation of the world, we leverage the complementary
physical properties of the standard SDV sensor suite: active sensors (LiDAR and
RADAR) operating on Time-of-Flight principles, and passive cameras. While
LiDAR provides high-precision 3D geometry capable of capturing free-space [1]
and object surfaces [47], its sparse returns degrade at distance and in adverse
weather. In contrast, RADAR uses longer wavelengths that penetrate fog and
rain, and provide instantaneous radial velocity via the Doppler effect. Passive
RGB cameras offer dense, high-resolution semantic and textural information,
but lack native depth. To overcome this limitation, we extract dense depth and
surface normal estimates using recent vision foundation models [32], enabling the
reliable segmentation of obstacles. In summary, we combine the complementary
synergies of each sensor modality and propose TriO, a 4D world model that
learns geometry, dynamics, and object segmentation while remaining unsuper-
vised.

3.1 Unsupervised Task

To define our training objective, let T ∈ N denote the future time-horizon and
H ∈ N the historical observation time steps. For notational clarity, in the fol-
lowing we define SH = S−H,...,0 as the historical sensor observations at time
−H, . . . , 0 and ST as the future observations at time 0, . . . , T . Here, S is a place-
holder for either multi-view camera images C ∈ RNC×W×H×3, LiDAR points
L ∈ RNL×dL , or RADAR targets R ∈ RNR×dR . NC denotes the number of
camera images with width W and height H. Further, NL, NR, dL, dR are the
number of LiDAR/RADAR points and their feature dimensionalities, respec-
tively. Finally, we define the combined historical and future sensor observations
as XH = (CH,LH,RH) and XT = (CT,LT,RT), respectively. Our goal is to
learn a model:

y = (o, s, f) = fθ(XH,q), (1)

parameterized by θ, that can predict occupancy probability o ∈ [0, 1], obstacle
segmentation probability s ∈ [0, 1] and 3D flow f ∈ R3 at query point q =
(qx, qy, qz, qt) in continuous 4D space-time (x, y, z, t).
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Fig. 2: TriO’s multi-modal architecture fusing LiDAR, RADAR, and camera inputs
via voxel-attention. An implicit decoder generates occupancy, segmentation, and flow
for a set of query points Q supervised by pseudo-labels derived from sensor data.

Geometric occupancy and 3D flow offer a simple representation that captures
important characteristics of real-world environments (being occupied by a physi-
cal object and its velocity). However, a motion planner must distinguish between
what is path-blocking (e.g., a child sitting on the street) and what is traversable
(e.g., a drivable slope), motivating the prediction of obstacle segmentation s.
To train our method, we require labels for each query point q. We construct
supervisory signals (pseudo-labels) as ȳ = g(XT,q), which are used in the loss
function L(y, ȳ).

In the remainder of this section, we first detail the architecture of fθ in
Sec. 3.2. We then detail the function g by introducing our segmentation method
in Sec. 3.3 and how pseudo-labels are generated from all three sensor modalities
in Sec. 3.4. The training procedure is described in Sec. 3.5.

3.2 Unsupervised Multi-Modal Occupancy-Flow Model

Our model follows an encoder-decoder structure and the overall architecture is
shown in Fig. 2. First, we encode the measurements of each sensor with two
encoders, one for LiDAR-RADAR (flr) and one for camera (fc):

Zc = fc(CH), Zlr = flr(LH,RH). (2)

The camera encoder fc is a pretrained version of ResNet50 [28], which only
takes in the most recent camera frame. The LiDAR-RADAR encoder discretizes
locations at the voxel level of multiple historical frames, and encodes them
as features in a 3D sparse feature map. The features from the LiDAR l =
[x, y, z, i,∆t]⊺ ∈ R5 (including intensity i and relative timestep ∆t) and RADAR
points r = [x, y, z, vr, σ,∆t]

⊺ ∈ R6 (including range rate vr, RADAR cross sec-
tion σ, and ∆t) are each encoded through separate shallow MLPs.

The latent representations Zc and Zlr are then fused by allowing the sparse
LiDAR features at the coarsest level to attend to the image features through a
voxel attention mechanism (fvoxelatt), similar to what is done in [52], giving Z0 =
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Fig. 3: Obstacle and ground pseudo-label generation process.

[V2x,V4x,V8x,M16x], with feature volumes V2x,V4x,V8x and M16x having
been downsampled by 2x, 4x, 8x, and 16x respectively. We then densify the
coarsest feature map M16x and pass it through several deformable attention
layers (fdefatt) to increase the effective receptive field of the model. Finally, we use
the same deformable attention multi-resolution header proposed by [18] for each
of the model’s predictions. We describe the specific details in the supplementary.
The process is summarized as:

Z0 = fvoxelatt(Zc,Zlr) → Z1 = fdefatt(Z0) → (o, f , s) = fdec(Z1,Zlr,q). (3)

3.3 Obstacle Segmentation Model

To provide supervision for obstacle segmentation s, we propose a novel method
for extracting obstacle/ground segmentation labels from image and LiDAR fea-
tures in a probabilistic manner, combining the strength of each sensor modality.
This approach ensures that the objects which are distinctly above ground are
captured by the LiDAR segmentation, which is robust due to the 3D information
it receives, while also detecting smaller close-to-the-ground obstacles that may
only be observable in image space. The overall process is illustrated in Fig. 3.

Image Obstacle Segmentation. We propose using an image foundation
model to produce estimates of normals and depths of the image for each camera.
Specifically, given a camera image I ∈ RH×W×3 we apply Metric3Dv2 [32] to ob-
tain per-pixel metric depth d ∈ RH×W , depth confidence c ∈ RH×W , and surface
normals n̂ ∈ RH×W×3 with associated confidence cn ∈ RH×W . We then follow
a similar process to [63] to produce a segmentation of the obstacles relative to
the rest of the scene based on the normals and depth information. In contrast to
prior work, which produce discrete labels, we output continuous probabilities for
obstacles/ground (pimage

obst ), in addition to probabilities of the validity of the es-
timation (pimage

valid ). Producing these continuous image segmentation labels (ISL)
enables the downstream model to learn a more calibrated representation.
LiDAR Obstacle Segmentation. We leverage ideas from Patchwork++ [47]
for LiDAR segmentation to discretize the point cloud into polar patches, where
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for each patch j, a ground plane is characterized by its centroid cj ∈ R3 and
surface normal n̂j ∈ R3. For a LiDAR return l ∈ R3, we identify its correspond-
ing patch in the xy-plane. We then get the elevation e ∈ R as the point to plane
distance using the patch normal, and map this into continuous probabilities for
the obstacle pLiDAR

obst and the valid distribution pLiDAR
valid .

Combined Segmentation. To leverage the complementary strengths of both
modalities, we employ a confidence-driven fusion using the per-point validity and
obstacle probabilities pvalid, pobst from both image (projected onto LiDAR) and
LiDAR sources. Formally, the combined probability is

pcomb =

{
pimage, if (pLiDAR

valid < 0.5) ∧ (pimage
valid > pLiDAR

valid )

pLiDAR, otherwise
(4)

with psource =
[
psource
valid , psource

obst
]⊺, source ∈ {comb, image, LiDAR}. The prob-

ability vector pcomb describes the combined soft labels (CSL) to supervise s. By
prioritizing image labels for low-confidence LiDAR segmentation results, this
approach captures small visual details while maintaining LiDAR’s robustness to
points that are clearly distinct from the ground plane. Additional details of our
segmentation method are in the supplementary.

3.4 Multi-Modal Self-Supervision

We will now outline the pseudo-labels used to supervise TriO. These can all be
represented by a 4D query point q, and a label ȳ, summarized as ȳ = (q, ȳ).
Occupancy. We generate dense occupancy pseudo-labels without any human
annotation, following the methodology of UnO [1], DIO [18], and GASP [60].
For a LiDAR return l we assume the continuous ray segment between the sensor
position and l as the unoccupied region R−, and a short segment immediately
behind l along the ray direction as the occupied region R+. The sets of occupied
and unoccupied points in the scene are O+ =

⋃
l∈L R+ and O− =

⋃
l∈L R−,

respectively. The set of 2N sampled points with occupancy pseudo-labels is

Yocc = {(q, 1) | q ∈ O+} ∪ {(q, 0) | q ∈ O−}. (5)

Obstacle Segmentation. In order to train for the segmentation class, we revisit
the pseudo-labels generated in Sec. 3.3. Recall that this formulation provides a
combined probability vector pcomb for each point r ∈ Psweep in LiDAR sweep
Psweep, containing both the validity and obstacle probabilities. We therefore use
the locations of these LiDAR points with their time of emission (x, y, z, t) as
coordinates for our query q, and their corresponding combined probabilities as
the soft labels. The set of points with pseudo-labels Yseg is

Yseg = {(q,pcomb(q)) | q ∈ Psweep}. (6)

Instantaneous Flow. In order to train for unsupervised instantaneous flow,
we use the Doppler readings from the RADAR sensor as our supervision source.
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As RADAR points can be noisy, we first define a refined set of RADAR points
Rclean where the measurement uncertainty is below a certain threshold. Due
to the inherent characteristic that RADAR only captures velocity in the radial
direction, our pseudo-labels must include the sensor velocity at the time of mea-
surement vsensor, the unit radial direction of the RADAR point dradar, and the
scalar Doppler velocity vdoppler. We define the flow pseudo-label set Yflow as:

Yflow = {(q, (vdoppler,vsensor,dradar)) | q ∈ Rclean}. (7)

3.5 Training

We train our model with a multi-task loss for occupancy (Locc), flow (Lflow),
and obstacle probability (Lseg)

L = λ1Locc + λ2Lflow + λ3Lseg (8)

using the pseudo-labels defined by Yocc, Yseg, and Yflow. Let TriO’s occupancy,
obstacle probability, and flow output at a query point q be denoted as fθ,occ(q) ∈
[0, 1], fθ,seg(q) ∈ [0, 1], and fθ,flow(q) ∈ R3 respectively. For notational simplicity,
we drop the conditioning on the input XH. The occupancy loss is the binary
cross-entropy loss over all query points:

Locc =
1

|Yocc|
∑

(q,ȳocc)∈Yocc

BCE (fθ,occ(q), ȳocc) . (9)

The obstacle probability loss is a soft focal loss (SFocalLoss):

Lseg =
1

|Yseg|
∑

(q,pcomb(q))∈Yseg

SFocalLoss
(
fθ,seg(q), p

comb
obst (q), pcomb

valid (q)
)
. (10)

In contrast to Locc, which uses hard labels ȳocc ∈ {0, 1}, Lseg operates on soft
targets pcomb

obst ∈ [0, 1], with each point’s contribution scaled by its label confi-
dence pcomb

valid . We find this soft parameterization to be important for generating a
well-calibrated model and elaborate further in Sec. 4. Full loss definitions are pro-
vided in the supplementary material. Finally, the flow supervision is determined
as follows. We begin by moving the model’s instantaneous 3D flow prediction
fθ,flow(q) into the sensor’s frame of reference by subtracting the sensor’s velocity
vsensor, yielding the relative flow frel(q) = fθ,flow(q) − vsensor. We then project
this relative flow onto the radial direction vector dradar to obtain the predicted
radial velocity: frad(q) = dradar ·frel(q). Finally, we supervise this value using the
Doppler measurements with an L1 loss over the cleaned RADAR points Rclean:

Lflow =
1

|Rclean|
∑

q∈Rclean

|frad(q)− vdoppler| . (11)
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Fig. 4: Visualization of TriO on AV2. Each row shows (left to right): perspective-view
occupancy, perspective-view obstacle segmentation, camera image, rendered depth, and
rendered obstacle segmentation. TriO captures key elements of the scenes: A) exca-
vator, B) fallen cone, C) inside of truck, D) open car door, E) pedestrians.

4 Experiments

In this section, we investigate the following research questions while comparing
against the state-of-the-art: Q1: Can TriO reliably perceive unknown objects
in a zero-shot, open-set manner? Q2: Does TriO’s architecture lead to a better
4D geometric representation? Q3: Does unsupervised multi-modal pre-training
improve downstream task performance via fine-tuning?
Datasets. We use the Argoverse 2 (AV2) [94] Sensor split (700 train/ 150 val
sequences) and evaluate on the AV2 Occupancy Forecasting leaderboard. The
dataset Spotting the Unexpected (STU) [67] uniquely provides 3D LiDAR point
labels for rarely seen objects on the road, aiming to test models on anything
perception. We utilize all 22 available sequences with labels from STU (train
and val) for evaluation. Note, STU is only for zero-shot evaluation – i.e. we
train TriO and baselines on AV2 and apply it without any fine-tuning on STU,
containing different sensor characteristics. Given the limited label range and no
RADAR in previous datasets, we use an unreleased dataset Long Range RADAR
(LRR) where we label bounding boxes up to 350m in front of the SDV. LRR
has 2280 sequences (highway and urban). See supplementary for details.

4.1 Zero-Shot Anything Perception (Q1)

We evaluate our method’s ability to perceive unusual, path-blocking objects
on STU. First, we assess pseudo-label quality by comparing our ISL and CSL
against STU ground truth. Using the correspondence between image and LiDAR
labels in STU, we benchmark our soft pseudo-labels against open-set 2D and 3D
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Table 1: Pseudo-label model segmenta-
tion performance on STU. MCPP refers
to MaskCLIP++.

Method mIoU ↑ F1 ↑ Recall ↑

MCPP + SAM 22.2 38.5 51.8
MCPP + SAM (Oracle) 22.2 38.3 51.9
MCPP + FC-CLIP 24.8 30.3 43.9
MCPP + FC-CLIP (Oracle) 27.4 35.1 52.4
MCPP + MAFT+ 25.6 34.0 51.6
MCPP + MAFT+ (Oracle) 28.0 37.8 59.5
GroundedSAM 22.0 27.9 35.3
GroundedSAM (Oracle) 26.8 18.7 55.2
OWLv2 + SAM 20.2 21.9 23.4
OWLv2 + SAM (Oracle) 28.6 29.5 57.2
Patchwork++ 42.1 51.4 62.8
ISL (Ours) 38.6 35.0 76.3
CSL (Ours) 44.6 57.8 79.9

Table 2: Semantic occupancy prediction
performance of distilled methods. † is
QueryOcc+ with LiDAR input.

Method mIoU ↑ AP ↑ F1 ↑ Rec. ↑

UnO (ISL) 40.1 7.4 11.6 23.5
DiO (ISL) 49.7 29.3 34.3 50.2
UnO (CSL) 40.6 23.1 29.8 25.5
DiO (CSL) 49.8 74.8 72.9 65.6

TriO (MCPP + SAM) 27.9 25.7 27.5 24.0
TriO (MCPP + FC-CLIP) 23.1 2.2 5.2 56.7
TriO (MCPP + MAFT+) 20.6 10.2 14.8 10.0
TriO (GroundedSAM)† 50.4 50.1 52.1 54.8
TriO (OWLv2 + SAM) 50.1 72.3 70.1 68.8
TriO (Patchwork++) 39.4 74.8 70.8 59.5
TriO (ISL) (Ours) 41.8 57.1 53.7 59.9
TriO (CSL Hard) (Ours) 50.3 76.1 71.7 64.5
TriO (CSL Soft) (Ours) 54.9 81.6 77.7 71.3

baselines on equal footing. We also provide qualitatives results on AV2 in Fig. 4.
Anything Perception Baselines. We benchmark against state-of-the-art

open-vocabulary methods, including detect-then-segment (GroundedSAM [76],
OWLv2 [64]+SAM [45]) and segment-then-classify (MaskCLIP++ [99] with FC-
CLIP [97], MAFT+ [38], or SAM) approaches. Following [69], we use standard
prompts for ground (Pground) and non-ground (Pobstacle) classes; see supplemen-
tary material for details. To establish an upper performance bound, we include an
(Oracle) variant where scenes are manually inspected and specific unknown ob-
ject classes are appended to Pobstacle. Finally, we also include Patchwork++ [47]
as a LiDAR-based baseline. For the second set of experiments, we train TriO’s
segmentation objective (Lseg) using each of the pseudo-label from the baselines.
This allows us to measure how effectively open-world knowledge can be distilled
into the downstream world model, and in turn how well this model generalizes
when evaluated on a different domain. Notably, our model under GroundedSAM
supervision serves as a LiDAR-enhanced version of QueryOcc+ [54]. Finally, we
compare against LiDAR-only models (UnO, DiO) trained with ISL and CSL.

Anything Perception Metrics. We report mIoU (mean Intersection over
Union) [84, 91] for semantic predictions and F1 score to evaluate pseudo-label
quality at a fixed operating point without unfairly advantaging soft probability
methods. We emphasize Recall to capture safety-critical missed detections, while
Average Precision (AP) evaluates continuous probabilities in distilled occupancy
models. See supplementary for further details.
Comparison of Pseudo-Label Methods. Our generated pseudo-labels (CSL)
achieve the best balance of detecting the obstacles (measured by recall) on the
road without too many false positive detections (F1 and mIoU) as shown in
Tab. 1. Notably, this strong performance is not solely reliant on multi-modal fu-
sion; even our image-only pseudo-labels (ISL) surpass all evaluated baselines in
terms of recall. We also find that text-based segmentation baselines, even when
prompted with the exact text description of the objects in the road, struggle to
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Fig. 5: Segmentation results on the STU validation set. Each scene contains an unex-
pected obstacle: A) two pigeons and B) chair, C) ball, and D) bookbag. An obstacle
segmentation is correct if the road is labeled traversable (blue) and the obstacle is
fully segmented as an obstacle (orange). ISL robustly segments long-tail obstacles.
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Fig. 6: Scene forecasting results of TriO on AV2. LiDAR and camera sensor inputs
are displayed at present time for reference. TriO’s forecasts maintain coherent obstacle
segmentation throughout time, distinguishing occupied from free space even as agents
move. TriO captures a bicyclist A) and predicts its future multimodality B).

generalize to these rarely seen classes, reinforcing the findings of [89]. We provide
visual evidence for that claim in Fig. 5 and the supplementary. In contrast, our
model, relying on geometry, is able to generalize in a more robust manner.
Semantic Occupancy Evaluation. As shown in Tab. 2 TriO performs the
best after the obstacle labels have been distilled into our occupancy model. We
also find that using soft probabilistic labels (CSL Soft) tends to result in better
performance than when trained with thresholded discretized labels (CSL Hard)
due to better calibration (see AP, mIoU). TriO improves also over LiDAR-only
methods highlighting the benefit of using multi-modal sensor information.

4.2 Geometric Occupancy/ LiDAR Point Cloud Forecasting (Q2)

We evaluate TriO on the AV2 Occupancy Forecasting benchmark; the goal of
this benchmark is to determine how TriO performs on occupancy prediction
(visualized in Fig. 6), evaluated via LiDAR point cloud forecasting. Following
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Table 3: LiDAR forecasting on the Argoverse 2 leaderboard.

L1 (m) ↓ AbsRel (%) ↓ NFCD (m2) ↓ CD (m2) ↓

RayTracing 4.88 35.00 3.62 17.03
occformer_ep15 3.57 22.00 3.35 91.61
4D-Occ 3.22 19.00 2.45 72.74
occformer 2.97 17.00 2.03 71.33
Progressive ARM 2.32 13.00 1.81 71.41
UnO 2.24 12.00 0.86 8.10
DIO 2.11 11.00 0.85 13.96
TriO 1.82 10.63 0.93 10.90

prior work [1,18,43], after training the world model fθ, we freeze all parameters
θ and introduce a LiDAR forecasting header fψ to predict LiDAR depth. We
provide more details in the supplementary.
LiDAR Forecasting Baselines. We compare our method against the state-
of-the-art from the Argoverse 2 leaderboard. Notably, 4D-Occ [43] serves as a
representative unsupervised baseline for explicit occupancy prediction via voxel
grid forecasting. In contrast, UnO [1] and DiO [18], also perform implicit oc-
cupancy prediction. However, unlike TriO, these methods do not incorporate
camera input, representing architectural differences in sensor modality.
LiDAR Forecasting Metrics: For point cloud forecasting we use well-established
metrics of the AV2 Occupancy Forecasting leaderboard, namely Chamfer dis-
tance (CD), Near Field Chamfer Distance (NFCD), depth L1 error (L1 ), depth
relative L1 error (AbsRel) as our metrics.
Comparison against state-of-the-art. Tab. 3 compares TriO against all the
AV2 leaderboard baselines. TriO is best in the L1 and AbsRel metrics, while
competitive with baselines in other metrics. This underlines TriO’s ability to
accurately forecast occupancy and its effectiveness as a world model.

4.3 Fine-tuning for Downstream Occupancy Tasks (Q3)

We show the versatility of the TriO pre-trained feature extractor by evaluating
its performance on various downstream tasks. We follow [1,60] and finetune the
model to forecast semantic 3D (AV2) and semantic 2D BEV (LRR) occupancy
and flow over time supervised with bounding box labels for the vehicle class.
Downstream Occupancy Baselines. For fine-tuning experiments, we pre-
train UnO and DiO baselines via LiDAR self-supervision then fine-tune on 2D
or 3D bounding box labels. We also compare against ImplicitO [2] which does
not utilize unsupervised pre-training.
Downstream Occupancy Metrics. We use well-established metrics to eval-
uate the performance of the different methods on these downstream tasks by
following prior work [1, 2, 18, 62]. We report mAP, SoftIoU [62] for occupancy
and End Point Error (EPE) for flow. For LRR, we also evaluate each metric at
over 200m in front of the SDV. We hypothesize that RADAR specifically having
a longer effective range is able to improve our model performance at these dis-
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Table 4: Fine-tuning downstream performance on AV2 and LRR.

AV2 LRR

All 200m+

Method mAP ↑ Soft-IoU ↑ EPE ↓ mAP ↑ Soft-IoU ↑ EPE ↓ mAP ↑ Soft-IoU ↑ EPE ↓

Implicit-O 45.3 18.9 3.04 49.1 22.6 5.69 29.5 10.7 10.2
UnO 59.0 29.2 2.04 51.6 21.2 4.92 27.2 8.30 8.29
DIO 57.6 26.2 1.43 58.0 31.5 3.01 36.2 13.8 4.40
TriO 63.3 31.9 1.97 60.5 35.7 2.86 42.6 21.4 4.01

tances, where other sensor readings may be too sparse to be consistently useful.
This emphasizes the use case of LRR as only it is able to provide validation
labels at a distance of 350m in front of the SDV.
Semantic Occupancy and Flow Forecasting. Tab. 4 and Tab. 5 show the
BEV and 3D occupancy and flow forecasting results on AV2 and LRR. Our
method outperforms all the baselines when finetuned to the supervised occu-
pancy task. The drop in EPE performance in Tab. 4 compared to DIO is ex-
plained as TriO on AV2 has no flow supervision (due to the absence of RADAR
data) during pre-training, whereas DIO does. Notably, our model outperforms
the baselines significantly at range. The results show an improvement of 6.4 AP
over the state-of-the-art showcasing the benefits of using RADAR at long-range.
Ablation Study. We evaluate the contributions of pre-training, sensor modali-
ties, and loss objectives in Tab. 5. Unsupervised pre-training provides consistent
gains across all metrics, validating the world model objectives. Omitting the
radar loss leads to degradation in flow metrics across all ranges. Conversely,
adding camera inputs improves far range occupancy performance at the expense
of EPE; this suggests that single-frame camera features, which lack temporal con-
text, may introduce noise into the flow estimation process. Removing RADAR
as an input modality significantly degrades performance on long range metrics,
supporting our hypothesis that this sensor modality directly lends itself to long
range tasks.
Scaling Labeled Data. In Fig. 7 we scale the number of labeled training
samples when fine-tuning pre-trained models (TriO, UnO, DIO) and models
trained from scratch (ImplicitO-4D). TriO outperforms at all levels of supervi-
sion, and with 102 labeled training examples, reaches similar performance to the
strongest baselines with 104 examples. TriO is two-orders of magnitude more
sample efficient, underscoring the generalizability of our method. Due to its novel
obstacle segmentation supervision TriO better understands obstacles and free
space. This underlines the strong representation learned during pre-training and
TriO’s ability to encode the geometry, semantics, and dynamics of the scene.

Limitations, Discussion, and Future Work. Currently, TriO is limited to
using RADAR for flow self-supervision, but future work could add occupancy su-
pervision from RADAR. While our model uses RADAR to generalize occupancy
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Table 5: Ablation studies of TriO on LRR.

All 200m+

Method mAP ↑ Soft-IoU ↑ EPE ↓ mAP ↑ Soft-IoU ↑ EPE ↓

TriO (no pretraining) 59.7 33.9 4.09 41.0 19.8 4.70
TriO (no radar input) 57.7 31.9 3.04 34.5 14.3 4.59
TriO (no camera input) 60.5 35.7 2.68 42.2 20.9 3.64
TriO (no radar loss) 60.5 35.6 4.35 42.6 21.3 6.02
TriO 60.5 35.7 2.86 42.6 21.4 4.01
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Fig. 7: Occupancy fine-tuning under a varying number of labelled frames.

predictions beyond the LiDAR range, RADAR can also be used as additional
occupancy supervision in adverse weather to robustify predictions. This requires
techniques beyond the line-of-sight assumption done in [46] due to nature of
RADAR returns. Furthermore, the ability to perceive and forecast the move-
ment of rare objects is an understudied problem in the SDV space. We see a
general need for additional larger scale benchmarks focusing on the task of Any-
thing Perception to ensure the overall robustness of many pre-existing systems.

5 Conclusion

We present TriO, a novel unsupervised tri-modal occupancy model that learns
to predict 4D occupancy, obstacle semantics, and flow by leveraging the com-
plementary physical synergies of camera, LiDAR, and RADAR data. It achieves
state-of-the-art performance across multiple tasks, including zero-shot anything
perception, LiDAR forecasting, and 3D/4D occupancy prediction, while being
unsupervised and independent of additional costly human annotations. We ob-
serve failure-cases of open-vocabulary methods for rare classes, and show that
TriO outperforms these methods in open-world scenarios. Notably, it achieves
robust performance in perceiving anything relative to the drivable surface, in-
cluding rare classes, showcasing its potential for a scalable deployment of SDVs.
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Supplementary Materials
TriO: Tri-Modal Unsupervised Occupancy World Model

for Anything Perception

This supplementary material provides additional related work, implementa-
tion details, the experimental setup, and further results.
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A Extended Related Works

This section provides an additional comparison to related work. We begin by
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Table 6: Comparison of TriO against the most closely related methods. * Only
DIO-∅ does not use human labels. †QueryOcc+ uses both camera and LiDAR super-
vision. ‡The used segmentation models rely annotations like per pixel semantic masks
or image-text pairs annotations. ⋄ Continuous Gaussian coordinates discretized via
voxelization

Method Input Supervision Semantics Continuous 4D Unsupervised

Camera LiDAR RADAR Camera LiDAR RADAR

ImplicitO [2] ✗ ✓ ✗ ✗ ✗ ✗ ✓ ✓ ✗ ✗

Occ4D [43] ✗ ✓ ✗ ✗ ✓ ✗ ✗ ✓ ✓ ✓
UnO [1] ✗ ✓ ✗ ✗ ✓ ✗ ✗ ✓ ✓ ✓
DIO [18] ✗ ✓ ✗ ✗ ✓ ✗ ✓ ✓ ✓ (✗)∗

GASP [60] ✗ ✓ ✗ ✓ ✓ ✗ ✗ ✓ ✓ ✗

MonoScene [9] ✓ ✗ ✗ ✗ ✗ ✗ ✓ ✗ ✗ ✗

GaussianWorld [107] ✓ ✗ ✗ ✗ ✗ ✗ ✓ (✓)⋄ ✓ ✗

SceneDINO [36] ✓ ✗ ✗ ✓ ✗ ✗ ✓ ✓ ✗ ✓
OccNerf [100] ✓ ✗ ✗ ✓ ✗ ✗ ✓ ✓ ✗ (✓)‡

GaussianFlowOcc [7] ✓ ✗ ✗ ✓ ✗ ✗ ✓ ✗ ✗ (✓)‡

QueryOcc [54] ✓ ✗ ✗ ✓ (✓)† ✗ ✓ ✓ ✗ (✓)‡

LRS4Fusion [71] ✓ ✓ ✗ ✗ ✓ ✗ ✗ ✓ ✓ ✓
RadarOcc [20] ✗ ✗ ✓ ✗ ✗ ✗ ✓ ✗ ✗ ✗

4DRolls [57] ✗ ✗ ✓ ✗ ✓ ✗ ✗ ✗ ✓ ✓
RadarSplat [46] ✗ ✗ ✓ ✗ ✗ ✓ ✗ ✗ ✗ ✓
OccFusion [65] ✓ ✓ ✓ ✗ ✗ ✗ ✓ ✗ ✗ ✗

GaussianFusionOcc [73] ✓ ✓ ✓ ✗ ✗ ✗ ✓ (✓)⋄ ✗ ✗

ShelfGaussian [102] ✓ ✓ ✓ ✓ ✓ ✗ ✓ (✓)⋄ ✗ (✓)‡

TriO (Ours) ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓ ✓

compares the most closely related methods in terms of input modalities, super-
vision signals, and model properties. TriO is the only method that uses all three
modalities for both input and self-supervision, while remaining unsupervised and
modeling continuous occupancy in 4D.

Self-Supervised Flow Predictions. TriO is also related to self-supervised
scene flow methods, which can be grouped into two categories. The first solves
global optimization problems using test-time optimization techniques to esti-
mate point flow across multiple frames [51, 88]. One downside of this approach
is its high runtime, which often makes these methods unsuitable for real-time
applications. The second category uses feed-forward neural networks to pre-
dict point flow across frames. This is achieved through self-supervised losses
[30, 44, 50, 56, 101] or distillation from test-time optimization techniques [87].
The previously mentioned methods primarily rely on multiple frames of LiDAR
point cloud data. However, RADAR data can provide a partial supervision signal
for velocity estimation via the Doppler effect. For example, [19] uses RADAR
data, including radial velocity measurements from 4D RADARs. Other methods
also combine occupancy and flow estimation: [18] proposes a occupancy consis-
tency loss between 3D occupancy predictions to infer flow while relying solely
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on LiDAR. [59] estimates 3D occupancy and occupancy flow using only camera
inputs, with self-supervision via differentiable rendering.

In contrast, our method is not only able to predict 4D occupancy and ob-
stacle segmentations, but also uniquely combines multiple sensor modalities as
input and self-supervised flow learning with RADAR velocity, while additionally
predicting future 4D flow.

Pre-Training for Perception. Representation learning methods aim to lever-
age large-scale unlabeled data to enhance performance on downstream tasks.
Beyond the occupancy-based approaches [1, 18, 43, 54, 60, 71], which utilize Li-
DAR or camera self-supervision, several general-purpose representation learning
frameworks have emerged. For instance, VoxelMAE [29] employs masked auto-
encoding on voxelized point clouds as an effective pre-training strategy for 3D
object detection. UniPAD [96] integrates both camera and LiDAR inputs within
a 3D differentiable rendering framework to reconstruct color and depth. More
recently, AD-L-JEPA [104] introduced a Joint Embedding Predictive Architec-
ture (JEPA) for LiDAR, demonstrating superior downstream detection perfor-
mance compared to traditional generative masked auto-encoders. In the RADAR
domain, RaDICaL [27] proposed RADAR-to-RADAR and RADAR-to-VISION
contrastive losses as a self-supervised pre-training objective. LEROjD [72] intro-
duces a LIDAR-to-RADAR cross-modal distillation and LiDAR thin-out strate-
gies for downstream RADAR-only object detection.

In contrast to these single- or dual-modality approaches, TriO utilizes pre-
training across all three modalities simultaneously. Furthermore, while existing
methods focus primarily on representations for instantaneous downstream tasks
(e.g. detection), TriO specifically targets representations optimized for temporal
4D forecasting.

B Implementation Details

B.1 Network Architecture

In this subsection we revisit the architecture of TriO and provide additional
details on the implementation.

Encoder: We instantiate the camera encoder fc as a ResNet50 [28] operating
on NC input images C of size 1920×1080. The LiDAR-RADAR branch voxelizes
the multi-frame point measurements and encodes them into a sparse 3D feature
grid. The voxel ROI spans [−50, 350] m along the longitudinal axis, [−50, 50] m
along the lateral axis, both with a resolution of 0.15625m, and [−2, 4] m in the
vertical dimension, with a height resolution of 0.2m. Beyond spatial coordinates
relative to the center of their corresponding voxel cell, (x, y, z)r ∈ R3, the fea-
tures from the LiDAR points l = [x, y, z, i,∆t]⊺ ∈ R5 (including intensity i and
relative timestep ∆t) and RADAR points r = [x, y, z, vr, σ,∆t]

⊺ ∈ R6 (including
range rate vr, RCS σ, and ∆t) are passed through separate two-layer MLPs with
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group norm to encode the input features of dimension 5 or 6 outputting features
of size 15. The LiDAR intensity is rasterized in BEV and concatenated such
that the final output has size 16. We aggregate points in the same voxel with
mean aggregation. The result is a sparse feature grid Zvoxel ∈ R30×640×2560. This
tensor is passed through a series of sparse convolutions (LiDAR-RADAR back-
bone) [24] progressively halving the spatial resolution and doubling the channel
dimension (16→32→64→128 channels), yielding Zlr ∈ R320×80×4×128 at 8× spa-
tial downsampling, which is ultimately fused with the image features Zc.

Feature Fusion. In order to fuse the features from the RADAR-LiDAR en-
coder and the image encoder Zc,Zlr, we employ an image to sparse voxel at-
tention mechanism, inspired by [52] giving Z0 = [V2x,V4x,V8x,M16x], with
feature volumes V2x,V4x,V8x and BEV feature map M16x having resolution
downsampled by 2x, 4x, 8x, and 16x, respectively:

Z0 = fvoxelatt(Zc,Zlr) (12)

However, in our implementation, we allow each of the sparse features to attend
using deformable attention back into the image features, using their projected
location in image space as the center of the deformable attention mechanism. We
also encode the position features in both the LiDAR and image space before run-
ning through the attention mechanism. Zc ∈ RNcam×128×Hc×Wc denotes the cam-
era feature maps from the ResNet50 image backbone, and M16x ∈ R256×80×320

is the resulting fused dense BEV feature map. We then get Z0 by using M16x

and the intermediate feature maps of the previously mentioned LiDAR-RADAR
backbone.

Deformable Attention Neck. The fused BEV feature map Z0 is passed
through a multi-scale neck fdeformatt composed of a ResNet with deformable con-
volution blocks [105] followed by a feature pyramid network (FPN) [55], yielding:

Z1 = fdeformatt(Z0). (13)

Each deformable convolution block learns offsets, enabling the network to adap-
tively expand its receptive field beyond the fixed local neighborhood of standard
convolutions. The FPN aggregates these features producing a rich BEV repre-
sentation at the original spatial resolution of M16x. This is reminiscent of what
is done in DIO [18], but with the additional deformable convolution operations
enabling larger effective receptive fields, resulting in better forecasting of fast-
moving entities.

Decoder. For the decoder fdec, we use the multiscale deformable attention
mechanism of [18],

(o, f , s) = fdec(Z1,Zlr,q). (14)

Specifically, given a query point q, the header attends to each level of the sparse
feature maps (V2x,V4x,V8x) and the dense feature map in Z1 at the location
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of this query point in 3D space. We then perform deformable attention to attend
to a series of different locations, querying each of them across all feature maps,
and combining them using the same deformable attention mechanism. The final
features are then passed through a shallow MLP which decodes the occup

ancy probability o, the instantaneous motion (flow) f of the point, and the
probability s of that point being classified as an obstacle. This operation can be
done efficiently in parallel for a batch of query points.

B.2 Obstacle Segmentation Model

This section provides implementation details of the obstacle segmentation pipeline
used to supervise s, including the per-modality pseudo-label construction and
fusion rule.

Image Obstacle Segmentation. For each camera image I ∈ RH×W×3 with
known intrinsics K ∈ R3×3 and extrinsic pose Tcam→veh, we use Metric3D v2 [32]
to obtain per-pixel metric depth d ∈ RH×W , depth confidence c ∈ RH×W , and
surface normals n̂ ∈ RH×W×3 with associated confidence cn ∈ RH×W .

We then convert each pixel to a 3D point and transform it, together with the
normals, into vehicle frame. Let p and n denote a resulting 3D point and surface
normal vector, respectively. On a high-level we assume that obstacle regions
are defined by points with upwards (in z) pointing normals and smooth normal
gradients.

Soft Probabilistic Obstacle Criteria. Rather than applying hard thresholds
we convert each geometric criterion into a soft probability using a parameterized
sigmoid:

στ,k(x) = 1− 1 + e−kτ

1 + ek(x−τ)
, (15)

where τ is the transition point and k controls the steepness. This function tran-
sitions smoothly from 0 at x=0 to ≈1 for x≫ τ . For criteria where high values
indicate invalidity, we use the complement σ̄τ,k(x) = 1 − στ,k(x). We compute
four independent per-pixel probabilities:

1. Normal orientation: pnorm = στn,kn(nz), assigning high probability to
upward-facing surfaces.

2. Normal smoothness: pgrad = σ̄τg,kg
(
∥∇n∥

)
, where ∥∇n∥ is the normal-

ized spatial image gradient of the normal field. We assume ground regions
exhibit spatially smooth normals, while object boundaries produce large nor-
malized gradients.

3. Depth confidence: pconf = στc,kc(c), assigning low probability for points
where depth estimates are unconfident.

4. Range: pdist = σ̄τd,kd(px), assigning low probability for distant points where
monocular depth degrades.
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RANSAC Plane Refinement. To further disambiguate ground from elevated
flat surfaces (e.g ., vehicle rooftops), we fit a ground plane to candidate 3D points
using RANSAC [21]. We select candidate ground points as those whose combined
probability exceeds a threshold τπ:

pconf · pdist · pnorm · pgrad > τπ. (16)

After applying RANSAC we compute the point-to-plane distance dplane, and the
soft probability:

pplane = σ̄τr,kr (dplane) . (17)

Final Obstacle and Validity Probabilities. We define the ground probability
as the product of the normal-based criteria, and the obstacle probability as the
inverse

pground = pnorm · pgrad (18)
pobst = 1− pground (19)

and the validity probability, which captures whether a pixel carries reliable ge-
ometric information or belong to regions like the sky:

pvalid = σ(cn) · pconf · pdist ·
(
1− (1− pplane) · pground

)
, (20)

where σ(cn) is the standard sigmoid of the normal confidence.
The resulting per-pixel distribution over three classes is:

pimage
invalid = 1− pvalid, (21)

pimage
obst = pvalid · (1− pground), (22)

pimage
ground = pvalid · pground. (23)

These soft image-space labels (ISL) are projected onto 3D LiDAR points via
camera–LiDAR calibration to produce dense supervisory signals for the model
output s. The output is a set of LiDAR points with confidences and their prob-
ability of being associated with the ground class, defined by pimage

valid and pimage
ground,

respectively.

LiDAR Obstacle Segmentation. We take inspiration from Patchwork++
[47]; however, rather than using its final obstacle segmentation output, we utilize
its core ideas for local ground patch estimation. We first discretize the point cloud
into polar patches, where for each patch j, a ground plane is characterized by
its centroid cj ∈ R3 and surface normal n̂j ∈ R3. For a LiDAR return l ∈ R3,
we identify its corresponding patch in the xy-plane. We then get the elevation
e ∈ R as the point to plane distance using the patch normal, which we finally
convert into a probability using a parametrized sigmoid

pLiDAR
obst = στe,ke(ei), (24)
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Table 7: Obstacle segmentation hyperparameters.

Symbol Description Value

τn Normal orientation transition threshold 0.85
kn Normal orientation sigmoid steepness 20.0
τg Normal smoothness transition threshold 0.05
kg Normal smoothness sigmoid steepness 70.0
τc Depth confidence transition threshold 0.7
kc Depth confidence sigmoid steepness 100.0
τd Distance transition threshold 150.0
kd Distance sigmoid steepness 0.05
τπ Candidate ground probability threshold 0.5
τr Plane-distance transition threshold 0.5
kr Plane-distance sigmoid steepness 2.0
τe LiDAR elevation transition threshold 0.2
ke LiDAR elevation sigmoid steepness 20.0
λ Entropy scaling factor for pLiDAR

valid 3
γ Entropy offset for pLiDAR

valid 1

To define the validity probability, we quantify the uncertainty of the obstacle
classification using a scaled binary entropy H. This ensures that points with am-
biguous geometric features contribute less to the supervisory signal. The LiDAR
validity is

pLiDAR
valid = −λH(pLiDAR

obst ) + γ, (25)

where λ and γ scale this to range between 0 and 1, ensuring that a probability of
0.5 results in a low validity score. This provides us with the LiDAR segmentation
probabilities.

Fused Obstacle Segmentation. We use a confidence-based fusion rule to
select the supervision source per LiDAR point from the image or LiDAR based
segmentation. Specifically, if the LiDAR segmentation validity is low and the
image validity is higher, we use image labels; otherwise, we keep LiDAR labels:

pcomb =

{
pimage, if pLiDAR

valid < 0.5 ∧ pimage
valid > pLiDAR

valid

pLiDAR, otherwise
(26)

with psource =
[
psource
valid , psource

obst
]⊺, source ∈ {comb, image, LiDAR}. The

probability vector pcomb defines the final combined soft labels (our combined
labels), which we use for supervision of obstacle semantics. Table 7 summarizes
the hyperparameters used in the obstacle segmentation pipeline.

B.3 Occupancy World Model Loss Functions

We provide additional loss function details for the occupancy (Locc) and obsta-
cle segmentation (Lseg) loss: The occupancy loss is a binary cross-entropy loss
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summed across all query points:

Locc = − 1

|Q+ +Q−|

 ∑
q∈Q−

log(1− fθ,occ(q)) +
∑

q∈Q+

log(fθ,occ(q))

 . (27)

The groundness probability loss is similarly defined as a soft focal loss function,
weighted by the validity probability:

Lseg = − 1

|Psweep|
∑

q∈Psweep

pcomb
valid (q)

(
αpcomb

ground(q)
(
1− fθ,seg(q)

)γ
log

(
fθ,seg(q)

)
+ (1− α)

(
1− pcomb

ground(q)
)(
fθ,seg(q)

)γ
log

(
1− fθ,seg(q)

))
.

(28)

with α = 0.25 and γ = 2.0.

B.4 Training of Downstream Task

LiDAR Forecasting. For LiDAR forecasting, we apply techniques from prior
work [1, 18, 42]. We first train the occupancy world model fθ, followed by a
training of a LiDAR forecasting header fψ with frozen occupancy parameters θ
and new parameters ψ. This model is specifically trained to predict the expected
depth of a LiDAR for the task of lidar forecasting. We use an L1 loss to supervise
the depth of the model under the assumption of previous works that the direction
of the LiDAR ray can be assumed to be known, and that our goal is to render
where the ray terminates. Therefore, given a set of LiDAR rays Pray with LiDAR
ray returns l we wish to sample, we formulate the loss as:

Llidar =
1

|Pray|
∑

l∈Pray

|fψ(fθ,occ(l))− ∥l∥2| . (29)

In practice, during training we randomly sample 50 LiDAR rays, then further
sample 2000 points per ray at 0.1m resolution to calculate our LiDAR forecasting
loss.

BEV/ 3D Supervised Semantic Occupancy. For supervised occupancy
training, we simply use binary cross entropy to train the model using the ras-
terized box labels of the objects of interest. For the sake of evaluating how well
the model forecasts the occupancy of fast moving objects, we focus on supervis-
ing exclusively on the vehicle class. Therefore, for a set of points U uniformly
sampled in 2D BEV (LRR) or 3D (AV2) over the region of interest, and a label
function Ras(q) that returns 1 if the query point lies within a bounding box and
0 if not, with the loss function defined in Equation (27).
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B.5 Training Hyperparameters

We train TriO on 16 GPUs using the AdamW optimizer with a cosine learning
rate schedule. The learning rate begins at 8.0×10−5 and follows a 1,000-iteration
warmup period to reach a peak of 8.0× 10−4. We set N = |Q+| = |Q−| = 7500,
|Psweep| = 10000, and |Rclean| = 2000, with loss weights configured as λ1 =
1500, λ2 = 10, and λ3 = 125. Note for a fair comparison, hyperparameters of
baselines are also tuned.

B.6 Extended Discussion of Unsupervised Framing

Throughout this paper, we use unsupervised to denote that TriO’s training
pipeline requires no human-provided annotations (e.g., bounding boxes, seman-
tic labels, or text prompts). The pre-trained model used for pseudo-label gen-
eration (Metric3Dv2 [32]) was supervised on geometric properties (depth and
normals), which can be derived from LiDAR and reconstructions. Nevertheless,
some datasets (e.g., [14]) used by [32] (see Tab. 5 in the reference) contain fur-
ther human-in-the-loop work like CAD model alignment; hence, we restrict our
unsupervised claim to TriO’s own training pipeline and not the entire system.

C Experimental Setup

In this section we provide additional details for our experimental setup on Ar-
goverse 2 (AV2) [94], Spotting the Unexpected (STU) [67] and the unreleased
dataset Long Range Radar (LRR).

C.1 Occupancy World Model Pre-training (AV2/LRR)

AV2 is a dataset collected in six cities in the United States, especially mined for
interesting urban scenarios. We use the official split with 750 train and 150 val
sequences. Each sequence spans 15 s with 150 frames. We train TriO on a ROI of
[−100, 150]m in the x dimension [−100, 100] in the y dimension and [−4.5, 4.5]m
in z dimension. For generating the segmentation labels, we use all eight cameras
of the camera rig ( [94]). We train our model with the front left and front right
cameras (NC = 2) for memory efficiency and use one LiDAR (NL = 1). We
use H = 3.0 s of past data sampled at 5Hz and pre-train to predict T = 3.0 s
into the future. We also ablated using four cameras (D.1), which led to slight
performance gains.

LRR is a dataset with urban and highway driving with 2280 sequences each
20 seconds long, whereas we use 19 sequences for evaluation. TriO uses NC = 5
cameras, NL = 6 LiDAR and NR = 4 RADAR. We use H = 0.5 s of past data
sampled at 10 Hz and pre-train with to predict T = 1.5 s into the future. We
use an ROI of [−50, 350] m on the x dimension [−50, 50] on the y dimension and
[−2, 4] m in z dimension.
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C.2 Zero-Shot Anything Perception Evaluation (STU)

We evaluate zero-shot obstacle segmentation on long-tail obstacles using the
Spotting the Unexpected (STU) dataset, where we use one LiDAR (NL = 1) and
one front camera (NC = 1) featuring sensor characteristics that differ from those
on AV2. The STU dataset is split into three parts: a train set, a validation set,
and a non-public test set. The train set consists of two sequences and represents
naturalistic driving data with fully labeled scenes. The validation set contains
19 sequences and features a variety of unexpected obstacles placed in the road,
but does not contain labels for the ground. We combine the train and validation
sets into a single dataset for our evaluations in the following manner: first we
retain only points with negative (ground) labels from the train set, second we
retain only points with positive (obstacle) labels from the validation set. This
combined set is only used for evaluation and not for training or fine-tuning the
models trained on AV2. The combination allows for an evaluation focused on
how well rare obstacles can be segmented from the road.

Next we detail pre-processing steps used in our evaluation process. First, la-
beled LiDAR points are filtered to the height range z ∈ [−3, 5]m and to those
projecting into the front camera’s field of view via pinhole projection with the
provided intrinsics, extrinsics, and distortion parameters. For the implicit world
model evaluations (TriO), each LiDAR point l = (lx, ly, lz) is augmented with
a zero timestamp to form a query point q = (lx, ly, lz, lt=0). Then, the decoder
is queried with these LiDAR points to obtain predictions for occupancy and
groundness. Points with predicted occupancy of less than 0.5 are assigned to
ground. For image-based baselines, obstacle segmentation prediction is obtained
by projecting LiDAR points onto the segmentation image associated with the
front camera. For image methods with binarized outputs, ignore/invalid classi-
fications are mapped to ground. For image methods with probabilistic outputs,
the valid probability channel is ignored when determining the pixel label (leav-
ing only pimage

obst and pimage
ground ). Thus, we produce a set of predictions and their

associated labels that can be used for evaluation of both implicit models and
image space models.

Metrics. Given these predictions and their associated labels, a precision–recall
curve is computed over the combined dataset. The operating-point threshold is
selected to maximize the F1 score. All metrics requiring an operating point are
reported using this optimal threshold. Models that output already binarized have
their binarized output used directly. We report four metrics: (i) mean Intersection
over Union (mIoU) (ii) F1 score; (iii) recall; and (iv) Average Precision (AP).

– mIoU [%]: This metric is the mean Intersection over Union, and represents
the number of points that are correctly predicted to be the desired class,
divided by the union of the prediction and the labels for said class. This is
averaged over the two classes equally and is generally a standard metric for
semantic occupancy [91].
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Table 8: Default terms/ text prompts used for open-vocabulary label mapping. Those
colored as orange correspond to an obstacle class, and those colored as blue correspond
to a ground class. Table design inspired from [69].

Class Text prompts

Super classes

vehicle vehicle, car, truck, bicycle, motorcycle, other-vehicle, jeep, SUV, van,
bike, moped, pickup truck, caravan, trailer, bus, tram, train,
construction vehicle, crane, excavator

human human, person, bicyclist, motorcyclist, pedestrian, bicycle rider,
motorcycle rider

ground ground, road, sidewalk, parking, other-ground, driveable area,
service lane, bike lane, parking lot, curb, driveway, traffic island

structure structure, building, garage, wall, window, stair

nature nature, vegetation, trunk, terrain, bush, shrub, foliage, treetop,
tree trunk, grass, soil

object object, fence, pole, traffic-sign, lamp post, traffic-sign pole,
traffic-sign mounting, separator, small wall, crash barrier,
traffic cone, bench

– F1 [%]: This formally represents the harmonic mean over precision and recall.
It represents how well the model can balance both of these metrics at a
single optimal operating point. This metric is more suitable for evaluating
the segmentation pseudo-labels than other metrics such as mean average
precision, due to the fact that they evaluate at a single operating point, and
therefore do not unfairly advantage soft metrics that return the probability
of each class.

– Recall [%]: Recall tracks the proportion of ground-truth obstacle points that
are correctly classified as obstacle points. This is important for evaluating
the safety of autonomous driving systems, as missing even a single obstacle
could lead to a critical failure of the overall system.

– AP[%]: Average Precision represents the area under the precision recall
curve, and is often used to determine how well a model is able to inter-
play between true positives, false positives, and false negatives. However,
the precision recall curve is computed over a series of different thresholds,
and therefore this metric is designed with continuous probability models in
mind. As a result, we only use this metric on our occupancy baselines, where
a direct comparison is fair.

Baselines We benchmark against several state-of-the-art open-vocabulary seg-
mentation methods: GroundedSAM [76] employs an open-set object detector,
Grounding DINO [58], with various text prompts to query SAM [45]. Similarly,
we introduce an OWLv2+SAM baseline that replaces the Grounding DINO de-
tector with OWLv2 [64]. These methods follow a detect-then-segment paradigm.
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Table 9: Oracle obstacle text prompts/ terms hand picked for STU, separated by
category. These prompts are added to Pobstacle got the oracle baselines.

Category Oracle term/ text prompt

Seating Chair, Office chair, Roller chair, Gaming chair
Bags Dior bag, Shopping bag, Paper bag, Plastic bag, Polkadot bag,

Banana bag, Zebra bag, Inflatable bag, Briefcase, Sleeping bag,
Workout bag, Backpack

Inflatables Inflatable toy, Inflatable ball, Inflatable, Pool noodle
Balls Ball, Beach ball
Mats & Foam Yoga mat, Foam mat, Foam, Noodle
Animals & Toys Kangaroo, Panda, Model animal, Road kill, RC car,

Model car, Toy, Donuts, Banana
Umbrellas Umbrella, Open umbrella
Vegetation Tree branch, Branch, Foliage, Leaves
Misc. Debris Cardboard, Debris, Toolbox

Conversely, we also evaluate segment-then-classify approaches, where the image
is first partitioned into masks which are subsequently classified. We utilize the
state-of-the-art MaskCLIP++ [99] framework, which we combine with various
mask predictors. Specifically, we evaluate mask predictors from FC-CLIP [97]
and MAFT+ [38] and SAM. We also compare against more heuristic-based
ground segmentation models, such as Patchwork++ [47], which uses estimated
LiDAR elevation to compare against what is and what isn’t ground.

For the second set of experiments, we also train TriO’s segmentation ob-
jective (Lseg) using each of the pseudo-labels from the baselines. The goal is to
determine how well this information can be distilled into a downstream world
model, and in turn how well this model generalizes when evaluated on a different
domain. Notably, our model under GroundedSAM supervision can be viewed as
an extension of the recent work QueryOcc+ [54], albeit with a distinct archi-
tecture and additional LiDAR input. Finally, we also add baselines training the
LiDAR-only based models DIO [18] and UnO [1] with the pseudo-labels from
our method (ISL, CSL).

Text Prompts. For all open-vocabulary methods, we utilize a consistent set of
prompts for ground (Pground) and obstacle (Pobst) classes based on [69]. Simply
put, we start with those prompts and then map them to either the obstacle or the
ground class as shown in Table 8. Following common practices, the baselines also
wrap each text prompt into a full sentence, resulting in prompts like a photo of
a pedestrian. The MaskCLIP++ (MCPP) baselines first generate a set of mask,
which are later classified. To avoid assigning regions like the sky to either ground
or obstacle, we prompt those models additionally with the prompt sky and map
this later to an ignore class, which enables a more fair comparison.

Finally, recognizing that a closed-set of predefined prompts are inherently
limited and risks omitting rare object classes, to establish an upper bound for
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open-vocabulary performance, we include an (Oracle) variant where scenes
are manually inspected and specific unknown object classes are appended to
Pobstacle. We show these prompts in Table 9.

C.3 LiDAR Forecasting (AV2)

Following the Argoverse 2 leaderboard, we report the following four metrics using
the same evaluation protocol:

– L1 [m] The average absolute error between the depth predicted by the oc-
cupancy model and the ground truth LiDAR ray depth. This is the primary
metric for the AV2 leaderboard rankings.

– AbsRel [%] The absolute error of the LiDAR ray normalized by the ground
truth depth.

– CD [m2]: The Chamfer Distance between the predicted LiDAR point cloud
and the ground truth. It is defined as the mean squared distance from every
point in the predicted point cloud to its nearest neighbor in the true point
cloud.

– NFCD [m2]: The Near Field Chamfer Distance, which measures the Cham-
fer distance between the predicted and ground truth point clouds within a
restricted 70m× 70m range.

C.4 Downstream Occupancy Fine-tuning (AV2/LRR)

On AV2, the evaluation ROI is same as training except only 25m to the sides
due to memory constraints and at a resolution of 0.5m every 0.1 s. LRR uses the
same evaluation ROI (x, y) as described in Section C.1. We evaluate on a grid
of query points with resolution 0.3125m every 0.3 s.

Metrics. The fine-tuning experiments for BEV/3D semantic occupancy/flow
forecasting use the following metrics:

– mAP [%]: This mean average precision metric is the average area under the
precision recall curve when the predicted occupancy is evaluated against the
rasterized bounding box labels. This can be done in both 2D BEV and in
3D.

– IoU [%]: Soft Intersection Over Union is a metric originally proposed by
[62] as a more calibrated soft evaluation method for occupancy. It is the
probabilistic equivalent of IoU, previously introduced.

– EPE [%]: End point error represents the L2 distance between the ground
truth flow vector, and the predicted flow vector. This can be computed in
2D for 2D BEV models, and in 3D.
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D Additional Experiments

D.1 Quantitative Results

Runtime and Memory. In Table 10, we provide the runtime and memory
usage for TriO and the baselines on an NVIDIA RTX 5000 GPU. We also
report the number of parameters for each method. We distinguish between two
settings: The first setting (eval) is evaluated on a full grid of query points (x, y, t),
totaling 2,048,000 points; this setting is also used to compute our metrics. We
observe that UnO and DIO achieve lower runtime and memory usage, which
can be attributed to the addition of the new camera and RADAR sensors in
TriO. Specifically, the camera encoding contributes to an increased parameter
count, motivating the need for more efficient architectures in future work. In the
second setting, we query the model with 20,000 points and measure the resulting
runtime and memory. This is motivated by the number of query points used by
a state-of-the-art planner, as reported by QuAD [6]. We observe a significant
reduction in runtime across all methods when transitioning from the grid (eval:
2,048k) to the planner (20k) query setting. Notably, TriO (no camera) achieves
the best runtime, rendering the method real-time capable.

Table 10: Model parameters, runtime, and GPU memory for two query-point settings
(Planner [6]: 20k points; Eval: 2048k points), and fine-tuning downstream performance
on LRR.

All 200m+ Planner [6] Eval

Method mAP ↑ Soft-IoU ↑ EPE ↓ mAP ↑ Soft-IoU ↑ EPE ↓ # Params Mem (MB) ↓ Runtime (ms) ↓ Runtime (ms) ↓

UnO 51.6 21.2 4.92 27.2 8.30 8.29 39,742,221 2,493 63.92 1774.41
DIO 58.0 31.5 3.01 36.2 13.8 4.40 8,205,109 2,930 68.21 1776.86
TriO (no camera) 60.5 35.7 2.68 42.2 20.9 3.64 12,930,483 3,449 60.81 1622.54
TriO (no radar) 57.7 31.9 3.04 34.5 14.3 4.59 54,224,584 9,907 488.06 2048.88
TriO 60.5 35.7 2.86 42.6 21.4 4.01 54,224,967 9,915 489.32 2054.63

Additional Camera Ablations Tab. 11 shows marginal gains from 4 cameras
on AV2 in occupancy, flow, and LiDAR metrics. However, these were not enough
to justify the added cost during our main experiments, which aligns with our
no-camera ablations in the main paper.

Expanding on our no camera ablation study in the main paper on LRR,
we find camera inputs increases occupancy performance at range lending to the
idea that camera features are more dense than other sensor modalities such as
LiDAR at these distances. Howeve, since we only pass in one timestep of camera
data as input to the model, we hypothesize this may be responsible for the slight
regression in flow estimation since a single timestep of camera is insufficient to
estimate flow by itself. The improvement in flow in AV2, contrasting with the
decline seen in the LRR "no-camera" ablation, is likely because AV2 (urban)
contains significantly more static vehicles. In contrast, LRR (highway/urban)
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includes many high-velocity objects for which single-frame camera input is less
informative. Furthermore, LiDAR provides a dominant signal for geometric la-
bels (occupancy, obstacle segmentation) except at long range, where sparsity
increases; this aligns with the observed occupancy improvements at range when
incorporating camera data. Future work could explore camera pre-training to
better leverage multi-modal features.

Table 11: Camera Ablation on AV2

4D Semantic Occupancy LiDAR Forecasting

Model mAP (%) ↑ SoftIoU (%) ↑ EPE (m) ↓ L1 (m) ↓ AbsRel (%) ↓ NFCD (m2) ↓ CD (m2) ↓

TRiO (2 Cam) 63.3 31.9 1.97 1.82 10.63 0.93 10.90
TRiO (4 Cam) 63.3 32.3 1.91 1.82 10.48 0.90 11.06

Unsupervised Flow Estimation In Tab. 12, we compare the unsupervised
flow estimation of TriO against that of DIO [18], which uses a warping con-
sistency loss. We observe that our method, directly supervised with RADAR,
provides the best unsupervised flow estimation. We find that DIO only learns a
minimal amount of flow on the surface of objects, leaving the occupancy in the
interior stationary. This is also reflected in the EPE (static) metric, where DIO
performs well due to predicting zero flow. As a result, our RADAR supervised
flow results in significantly more accurate predictions, especially for dynamic
obstacles as shown by the EPE (dynamic).

Table 12: Unsupervised flow forecasting results on LRR.

All 200m+

Method EPE ↓ EPE (static) ↓ EPE (dynamic) ↓ EPE ↓ EPE (static) ↓ EPE (dynamic) ↓

DIO 27.8 0.01 28.8 28.4 0.01 29.3
TriO 19.4 0.17 20.3 19.6 0.16 20.5

Breakdown of AV2 Prediction Metrics Tab. 13 shows a metrics breakdown
in near and far field. We contacted the leaderboard creators and confirmed the
published L1 and AbsRel metrics are implicitly near field. Tab. 13 shows our
re-implemented UnO and DIO baselines, have slightly different metrics (better
L1, worse CD) than the results from the leaderboard in the main paper, but in
general we do better close by and worse at range.

Sensitivity Analysis Fig. 8 shows the current 0.5 threshold is a good balance
between recall and F1 score. The method is robust balance across all metrics;
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Table 13: AV2 LiDAR forecasting. Leaderboard metrics.

Model NF-L1 ↓ FF-L1 ↓ NF-AbsRel (%) ↓ FF-AbsRel (%) ↓ NFCD ↓ FFCD ↓ CD ↓

UnO 2.07 2.07 11.69 3.01 1.03 79.28 11.41
DIO 1.87 2.20 11.28 3.28 0.97 87.07 12.43
TRiO 1.82 2.13 10.63 3.31 0.93 76.52 10.90

performance only degrades at extreme values. We also perform loss sensitivity
analysis on LRR. Scaling each loss weight by 4× and 0.25× shows that TriO
is robust to this, with min/max deviations of 0.1/0.2% AP, 0.0/0.4% SoftIoU,
0.03/0.44m EPE.

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9

40

60

80

αfusion

Sc
or

e
(%

)

mIOU F1
Recall

Fig. 8: Sensitivity to fusion parameter αfusion (STU)
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D.2 Qualitative Results

We provide additional qualitative visualizations to highlight different aspects of
TriO and the baselines. Figures 10 and 11 show diverse AV2 scenes, illustrating
the model’s generalization across a wide range of scenarios and obstacle types,
including VRUs, construction vehicles, animals, infrastructure, and challenging
weather conditions like snow.

Figures 12 and 13 compare our pseudo-labels against several open-vocabulary
VLM baselines on a broad range of uncommon obstacles, emphasizing both the
strong generalization of our model and representative failure cases of current
state-of-the-art VLMs, even when supplied with ’ground-truth’ text prompts
(Oracle).

Figures 14 and 15 present additional zero-shot results of our model, trained on
AV2, via roll-outs on STU that showcase obstacle segmentation for rare objects.
In addition Figure 16 shows an AV2 rollout containing a vulnerable road user
on a scooter. Figure 17 visualizes forecasted LiDAR vs ground-truth LiDAR
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(a) (b)

Fig. 9: a) Warped occupancy by flow (hard scenario). b) Flow degeneracy: longitudinal
bias failing to resolve orthogonal motion.

on a challenging scenario with different traffic participants. Figures 18 and 19
summarize typical failure modes on AV2 and STU, respectively.

Meanwhile, Figure 20 showcase how our model successfully extends to edge
cases such as speed bumps and hilly roads.

E Extended Limitations and Future Work

For obstacle segmentation pseudo-labels, we use a late-fusion approach that com-
bines image- and LiDAR-based segmentation, where pseudo-labels are first gen-
erated independently for each modality. Since both segmentation approaches
rely primarily on surface normals, future work could explore unified early-fusion
methods such as [41]. Although including cameras as an input improves long-
range occupancy performance, it also increases runtime and memory usage.
Future work should therefore investigate more efficient camera encoding ap-
proaches.

While TriO also generalizes to other weather conditions, for example as
shown in Figure 10, we sometimes observe false-positive occupancy and obstacle
segmentation predictions caused by snow and exhaust (Figure 18). Incorporating
more occupancy self-supervision from cameras and RADAR could help mitigate
these failures. We acknowledge that open-loop metrics may not fully capture
final closed-loop driving performance. Although this is beyond the scope of the
present paper, we are interested in studying how TriO can be used directly in
downstream motion planning tasks, since the ability to detect and avoid rarely
seen objects is vital for self-driving.

Another area for future work is improving upon the flow representation. Fore-
casted occupancy warped via 3D flow (Fig. 9 a) reveals inconsistencies between
both. While RADAR flow is a strong pretraining signal (Tab. 3) outperform-
ing consistency-baselines (Tab. 6, Supp.), it is insufficient for standalone metric
flow. TriO resolves 3D flow from 1D radial Doppler with spatially and tempo-
rally diverse measurements: Multiple RADAR sensors capture distinct radial
components of the same velocity vector from different viewpoints, resolving the
full 3D flow via geometric triangulation. A single object can also yield multiple
returns across its spatial extent, and we supervise with future sensor frames,
making learning only radial flow non-trivial. We hypothesize that the location
invariance in the CNN backbone also helps. However, tangential failures (Fig. 9
b) persist, likely due to highway motion biases.
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Fig. 10: TriO qualitative results on AV2 across a variety of diverse scenes: 1) large
group of pedestrians in the snow, 2) excavator, 3) pedestrian at street corner and
detailed structures, 4) pedestrian with trees, 5) different vehicle types and pedestrian
walking on street, 6) pedestrians crossing street at intersection.
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Fig. 11: Additional TriO qualitative results on AV2: 7) closeby pedestrians and de-
tailed static structures, 8) scooter in middle of road, 9) pedestrian pulling a box, 10)
vehicles and pedestrians on sidewalk, 11) pylons, parked vehicles, and pedestrians on
sidewalk.
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Fig. 12: Pseudo-labels of our method in comparison to baselines across a variety
of scenarios. Oracle denotes upper-performance bound baselines with additional text
prompts of Table 9. To fit all the labels into the image we use the following naming con-
vention: MCPP + SAM → MSAM, MCPP + FC-CLIP → MFCC, MCPP + MAFT+
→ MAFT, Grounded SAM → GSAM, OWLv2 + SAM → OSAM. In this figure, there
are a number of scenes including: 1) a pedestrian with debris on the road, 2) a box on
the road, 3) a pedestrian with trash on the road, 4) umbrella with object behind.
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Fig. 13: Additional pseudo-labels of our method in comparison to baselines, following
the same naming convention as in Figure 12: 5) fallen object and pedestrian crouching,
6) toy car in the road, 7) pile of garbage, 8) box with debris on it.
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Fig. 14: Zero-shot TriO outputs on a roll-out of frames from a STU validation se-
quence. The columns include (from left to right): the reference image, the TriO ren-
dered depth image, and the TriO rendered obstacle segmentation image. This example
showcases TriO’s ability to generalize to unseen country road scenes, even though it
was trained on urban data (AV2).
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Fig. 15: Zero-shot TriO outputs on a roll-out of frames from a STU validation se-
quence. The columns include (from left to right): the reference image, the TriO ren-
dered depth image, and the TriO rendered obstacle segmentation image. This figure
showcases an example of small debris being perceived as an obstacle - where even mov-
ing debris is properly segmented.
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Fig. 16: A qualitative visualization of TriO outputs on AV2 across a rolled out se-
quence. The columns include (from left to right): the reference image, the TriO ren-
dered depth image, and the TriO rendered obstacle segmentation image. This figure
showcases an example of TriO perceiving a vulnerable road user.
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Fig. 17: Ground truth (GT) vs predicted LiDAR of TriO on AV2.
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Fig. 18: Visualization of failure cases of TriO on AV2 . A) a false positive obstacle
detected from vehicular exhaust. B) false positive obstacles detected from snow.

A

Fig. 19: Visualization of a failure case of TriO on STU. A) what appears to be foam
pool noodles that are segmented as ground - a false negative.
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Fig. 20: TriO inference results for 1. speed bump, 2. hilly roads.
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